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Abstract—Ef cient browsing of long video sequences is a key tool in  forensics, but it can also be used for quick review of motion
visual surveillance, e.g., for post-event video forensicbut can also be used pictures or home videos [5]

for fast review of motion pictures and home videos. While frane skipping ) ) ) .
Various approaches to computing video digests have been

(xed or adaptive) is straightforward to implement, its per formance is
quite limited. Although more ef cient techniques have beendeveloped, proposed to date with the most prominent being:

such as video summarization and video montage, they lose leétr the

temporal or semantic context of events. A recently-propose method
called video synopsis deals with some of these issues butdixes multiple
processing stages and is fairly complexvideo condensatigrthat we pro-
pose here, is novel in the way information is removed from thespace-time
video volume, is conceptually simple and relatively easy témplement.

fast forwarding, where individual frames or groups of
frames are skipped in xed or adaptive intervals [6]-[8],
video summarization, where key frames are extracted and
usually presented simultaneously as a storyline [5], and

We introduce the concept of avideo ribboninspired by that of a seam
recently proposed for image resizing. We recursively carveibbons out by
minimizing an activity-aware cost function using dynamic pogramming.
The ribbon model we develop is exible and permits an easy adjstment
of the compromise between temporal condensation ratio andreachronism
of events. We also propose sliding-window ribbon carving tohandle
streaming video and demonstrate the method's ef ciency on mtor and
pedestrian traf ¢ data.

video montage, where relevant spatio-temporal (3-D) seg-

ments are extracted and combined into a spatio-temporal

“puzzle” [9]-[13].
While fast forwarding is conceptually simple, it has limited
capabilities since only complete frames can be removed. As a
consequence, thedeo condensation ratjale ned as the ratio
Keywords: Nonuniform downsampling, ribbon carving, sean?f video length prior to processing to that after processiag
carving, video summarization. relatively low. Video summarization, by design, loses tlye d
namics of the original video as only key frames are presented
Video montage can be quite complex and may result in loss
of context as objects are displaced both in time and in dpatia
I N the last decade, millions of cameras have been deploy@sbrdinates. Although a variant, called video synopsiss ha

in transportation hubs (e.g., airports, railway and bus steen proposed that permits only temporal shifts while angat

tions), on city streets and highways, and in of ce buildinis the spatio-temporal “puzzle” [13], object displacemeniasym
fact, in 2007 there were reported 30 million video cameras gause a reversal of the order of activities. We discuss e st
use in the United States alone, producing over 4 billion 80ougf the art in video abstraction in detail in the next section.
of video footage each week [1]. London, UK is believed to be | this paper, we propose a novel approach to computing
the most camera-saturated city in the world. This proliiera yjgeq digests that we callideo condensatiorOur approach,
of surveillance cameras is largely due to the arrival of @&xin |jke that in video synopsis, permits only a temporal transfo
pensive network camera, usually CMOS-based with dedicatgftion of activities but, unlike in video synopsis, exgligi
video compression chip and wireline/wireless communiegti controls the temporal warping. Moreover, our approach does
interface. Easily deployed and remotely managed, netwaikt require explicit extraction of objects and therefore is

cameras generate vast amounts of visual data, which makgfpler to implement and computationally ef cient. We make
continuous m0n|t0r|ng by human Opera'[OI’S Impl’aCtICEﬂ due fhe fo”owing four contributions in this paper:

high cost and reliability issues (e.g., operator fatigddjere-
fore, of interest is the development of automatic algorghm
to aid human operators, by identifying relevant data sedspen
and, eventually, to replace them [2]-[4].

This paper focuses on one class of such algorithms tha )
compute a digest of video activities in the eld of view
of a surveillance camera. A video digest is an abbreviated )
video (for example, a 1-minute summary video produced
from 1-hour original video) that preserves the most relévan
activities while removing relatively static temporal aod/
spatial segments. A video digest permits fast browsingutiino
recorded surveillance video thus increasing ef ciency iiteo

I. INTRODUCTION

1) we introduce the concept ofrdbbbonin space-time video
volume and apply it to activity-aware video condensation
as a novel extension of the concept of a seam in 2-D
images used for content-aware image resizing [14],
we introduce a ribbon ex-parameter to trade off the
video condensation ratio and anachronism of events,
we propose an activity-based, instead of intensity-thase
cost function for ribbon carving and an activity-adaptive
stopping criterion for automatic control of the conden-
sation ratio,
4) we develop a hierarchical, sliding-window approach to
process endless video at multiple levels of condensation.

This material is based upon work supported by the US Natiom#d S The paper is organized as follows. In Section II, we review
ence Foundation (NSF) under awards CNS-0721884 and (CARBE:F— prlor Work on Vldeo dlgestsl In Sectlon ”I, we Summarlze
0546598. Any opinions, ndings, and conclusions or recomnagioths ex- . . . . . .

image seam carving that inspired this work. In Section IV,

pressed in this material are those of the authors and do netsagly re ect - ’ - ) )
the views of the NSF. we introduce ribbons and ribbon carving, as well as their
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application to video condensation. Finally, in Section \& winvolving object detection, object queuing, backgrounsidu,
present experimental results, and in Section VI we dratube selection, and tube stitching.
conclusions and list further challenges. The video condensation approach we propose here is closest
to video synopsis as we allow spatial segments from differen
frames to be combined in the output video while permitting
only temporal transformations (spatial location of dynami
The computation of a video digest can be as simple as skigrents is preserved). At the same time, our approach does not
ping frames at regular intervals (e.g., every second fraone frequire object extraction; instead, we use simple backggou
2:1 condensation ratio). However, higher condensationsat subtraction to guide the video condensation process. We
of interest here, necessitate skipping numerous consecuthtroduce the concept of a ribbon in space-time video volume
frames thus potentially leading to the exclusion of relévaas a novel extension of the concept of a seam in 2-D images
activities. Although content-adaptive (irregular) skimp of used for content-aware image resizing. We also introduce a
frames has been developed [6]-{[8], it removes only complei@bon ex-parameter to trade off the video condensatidtiora
frames that are inactive or exhibit low activity, thus limd and anachronism of events, and develop a hierarchicahglidi
the realizable condensation ratios. window approach to process endless video in multiple passes
Very high condensation ratios can be achieved by means
of video summarization where key frames are extracted and
presented sequentially, like a slide show, or simultangcas
a storyline. In the former case, temporal continuity of @sen A novel technique called seam carving was recently intro-
is compromised due to, usually, large temporal gaps betwe@#ced in [14] for content-aware image resizing. At a higtelev
consecutive key frames while in the latter case the timeasp# is @ method to change the size of an image by moderate
is removed altogether. A related idea is that of video skingmi amounts by recursively reducing or increasing the horizon-
where short representative sub-sequences from the origifl/vertical dimension one row/column at a time. This one
video are extracted and combined into a dynamic summafgw/column reduction or increase is performed by respebtiv
This approach is a Speciai case of Content-adaptive Sigppmﬁletlng or inserting a set of pierS which is referred to as
with the same de Ciency of removing Oniy Compiete frameg8 Seam. Seams are associated with costs which can re ect
which limits the attainable degree of condensation. A god@ene content, with larger costs associated with more itapor
review of video summarization and skimming can be found f@ntent. The idea is to delete or insert seams with the least
[5]. cost in a recursive manner, re-computing costs as needgd, un
The approaches discussed above preserve complete vilédesired aspect ratio is achieved. The recursive proeedu
frames. An alternative is extracting spatial segments frofagether with the cost function tries to minimize the amount
different frames to combine them into a new entity. In on@f content degradation caused by the insertion or deletfon o
approach, spatial segments from different times are coeabinS€ams.
into a Singie mosaic image [9] This results in a Compiete At the time of ertlng this paper, we learned about the recent
loss of dynamics but gives a high-level view of the capturefork [15] where this procedure was extended to change the
video. Aiternativeiy' Spatiai Segments from different d&sn Spatial size of video frames and was referred to as improved
can be combined into a new video sequence by shifti§§am carving for video retargeting. In contrast to seamiegrv
the segments in time. One example is dynamic mosaickifgf image resizing or video retargeting, in video condeiosat
where different-time video Segments are aiigned temgoranve want to keep the Spatial size of the video frames intact and
and Simuitaneousiy dispiayed side-by-side to produce ewidnstead Onlyeducethe temporal dimension of the video while
angie view of a dynamic scene (e_g_, using a panning CamwserVing importanéventsand theirrelative t|m|ngs To do
[12]. In this case, the spatial location of segments is raied  this, we extend the seam carving idea to video in a manner
thus enlarging the eld of view captured. In another exampl&vhich is orthogonal to the extension of seam carving to video
known as video montage, the spatial location of segmergdargeting. The concluding section of reference [15] prie
is modied in order to “pack” the output video with ascomments on ongoing and planned efforts to apply seam
many events as possibie [11] ThiS, unfortunateiy' Creaténging ideas to video summarization. It also cites themece
visible seams due to the combination of largely uncorrelat&vork [16] where this has been tried. Ours is an independent
segments. parallel work which differs from these recent developments
Recently, a variant of video montage, referred to as vidéohumber of ways. We will point out the essential differences
synopsis, has been proposed [10], [13]. First, dynamicabje @nd similarities of our method with these recent developmen
are extracted from the original video and then realigned iR the subsequent sections.
time via minimization of a carefully selected cost function; Since we build upon the key idea of seam carving for
no spatial transformation is allowed thus preventing thalto image resizing, we now describe the notion of a seam in
loss of context that often takes place when both spatial aftpre detail. Our goal is to apply this to video condensation
temporal manipulations are allowed. The experimentalltesus0 our discussion is focused on seam deletion instead of seam
shown on the authors' web page are very convincing ahasertion. In a rectangular image which\% pixels wide and
demonstrate viability of the approach. The overall metho#l Pixels tall, a vertical seam is a set of pixels which
however, is complex, requiring several computational etag 1) extend from the top to the bottom of the image,

Il. PRIOR WORK ON VIDEO DIGESTS

Ill. SEAM CARVING FOR IMAGE RESIZING
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(d)

() (b)

Fig. 1. lllustration of the principle and bene ts of seam carving) priginal image with horizontal and vertical seams supezgdqseams are thickened for
visibility); (b) cropped image; (c) uniformly-scaled imageyca(d) seam-carved image [14].

2) have different vertical coordinates, and Fig. 1 illustrates unique properties of image down-sizing
3) are path-connected. by means of seam carvingis-a-vis cropping and uniform

Thus, a vertical seam is, crudely speaking, a verticallgraed scaling. Note that while cropping removes pertinent pafts o
curve which partitions the image into left and right partghe original image, uniform scaling distorts object appeae
Due to properties 1) and 2), deleting the pixels in a verticdhcorrect aspect ratio). On the other hand, seam carving
seam reduces the width of an image by exactly one colun@rgely preserves the pertinent content while avoidingesxc
The additional connectivity property 3) is required for mse Sive geometric distortions.

to ensure that deleting a seam does not introduce unnatural

discontinuities which can lead to high content distortién. IV. RIBBON CARVING FOR VIDEO CONDENSATION

vertical seam can be formally dened as a set of pixels Motivated by seam carving for image resizing, we now in-

1;:::; W, and the property thaix(y +1)  x(y)j 1 for
aly =1;:::;(H 1). Thus,x(y) describes the graph ofA Video seams

the vertically oriented curve which de nes a seam. A veltica ) ]
seam is shown in Fig. 1.a in red. A horizontal seam can beSUPPOSe that we have a segmenthofconsecutive video
similarly de ned as a set of pixeléx;y(x)), x = 1;:::;W frames where each frame W pixels wide andH pixels tall.

wherey(x) is a function with rangd. : :: : H, and the property After condensafcion, we want to end up With a new s_egment
thatjy(x +1)  y(x)j Tforall x = 1::::(W 1), A of N° consecutive frames of the same width and height but

horizontal seam is shown in Fig. 1.a in yellow. Deleting th¥ith N® N. The condensation procedure should hopefully

pixels in a horizontal seam reduces the height of an image BigServe all the important events, e.g., moving vehicles an
exactly one row. walking pedestrians, and their relative timings while net d

The key idea of seam deletion for content-aware ima%ading the quality of the perceived video in a noticeablg.wa

down-sizing is to associate content-aware costs with seaas /e want to do this by mimicking the idea of seam deletion
then recursively remove seams one at a time, recalculdiimg {0 image down-sizing. In order to do so, we need to de ne
costs if needed, until the image is reduced to the desire sig'® 3D counterpart of a 2D seam within the spatio-temporal
Typical content-aware costs used in [14] are based on waightelume of a video segment. We call this counterpart a (3D)
intensity gradients. The total number of vertical (respety  video seam. _ _

horizontal) seams grows exponentially with the height (re- D€l€ting the pixels in a video seam should:

spectively width) of the image. Thus, an exhaustive seardi®) preserve the spatial size of the resulting video segment
for a minimum-cost seam for even moderate image sizes (8) reduce the number of frames in the video segment by
computationally prohibitive. To overcome this dif culty14] exactly one, and

uses cost functions which are additive over the pixels in &) Ppreventsigni cant event distortion in either spaceione.
seam, e.g., the sum of the absolute values of the local itgenShus, a video seam is, crudely speaking, a connected surface
gradients over all pixels in a seam. An additive cost functiowithin the spatio-temporal volume of a segment of video
together with the structure of a seam make it possible fmmes which partitions the video into “past” and “future”
reformulate the search for a minimum-cost seam in terms otannected regions. The spatial size of all the video frames
dynamic programming algorithm which is guaranteed to ndemains unchanged. In contrast, in the video retargeting ap
a minimum-cost seam and has a computational complexjtlication studied in [15], a video seam partitions the spati
which is linear in the number of pixels in the image. To avoitemporal volume into left and right or top and bottom regions
repetition, we refer the reader to [14] for details of the dyric and changes thepatialsize of the video frames. Requirements
programming algorithm for seam carving. In Sec. IV-C wé¢a)—(c) above can, for example, be formalized by de ning a

video condensation by ribbon carving. y=1;:::;H, wheret(x;y) is a function with rangd;;:::; N,
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and the property that(x;y) t(x%y9j 1 for all pairs of successive seam deletions, comes from some pixel in the
spatial coordinategx;y) and(x%y9 for whichjx x4 1 original video. The intensity and color of the pixels in the
andjy vj 1. Thus, t(x;y) describes the graph of aoriginal video are not modi ed. This should be contrastethwi
surface, within the spatio-temporal volume of a video sagine standard image and video resizing where the intensity of the
which de nes a video seam. Sindéx;y) is a function, no pixels is modi ed by anti-alias Itering prior to downsamipig.
two pixels in a video seam have the same spatial coordinat€hus, the condensed video will contain a strict subset of
This property ensures that deleting the pixels in a videanseaixels from the original video but rearranged in some way.
reduces the temporal dimension of the video segment bythe common usage of the term video summarization, the
exactly one. The set of pixels forming a video seam are alsdensity and color values of pixels in the original videe ar
path-connected in the spatio-temporal volume of the videtlowed to be modi ed; whereas, in what we refer to as video
segment. This property ensures that seam deletion does cartdensation, this is not allowed. This is a subtle but irtgdr
lead to signi cant distortion of events in space and time. technical difference between video summarization andovide
The key idea of seam carving for video condensation ®ndensation.
to associate reliable activity-aware costs with seams had t  Although the goal of video condensation is to remove
recursively remove seams one at a time, recalculating thscdnactive video pixels to produce a shorter video, in forensi
if needed, until a certain user-de ned stopping criterian iapplications it may be important to preserve a trace of the
met. A very crude indicator of activity is the spatio-temglor temporal coordinate of every video pixel which remains at
intensity or color gradient. This is similar in spirit to the the end of the condensation process (Figs. 7.d, 8.d, and 9.d)
cost used in seam carving for image resizing in [14]. A cosind then map events “backwards” from the condensed video
function based on intensity gradient is used in [16] and {® the original video context. Such a feature can be easily
mentioned in [15] under ongoing research on video surhcorporated into the video condensation algorithm. Ong wa
marization. However, as discussed in Sec. V, cost functioRsto create a 3-D array of the same size as the original video
which are based on intensity or color gradients typicallyy order to store each pixel's temporal coordinate instehd o
produce signi cant spatio-temporal distortion in the cended |uminance, and to subject this array to the same ribbon egrvi
video. In contrast, we advocate the use of more sophisticatgs used in the core video condensation. Alternatively, oag m
measures of activity based on state-of-the-art backgreubd de ne a suitable pixel data structure to store the temporal
traction algorithms. These costs preserve the shapes dhmovcoordinates in addition to the RGB values.
objects and introduce minimal spatio-temporal distortiothe
condensed video.
In general, an exhaustive search for a minimum-cost Vide0 Horizontal and vertical ribbons
seam, for even moderate video sizes, is computationally pro
hibitive. If the cost function is additive over the pixels @n A vertical video slice at positiorxo is the set of all
video seam then it turns out that this problem can be corgerteixels (Xo;y;t) which have the same horizontal coordinate
to a max- ow min-cut problem on an appropriately-de nedXo. Similarly, a horizontal video slice at positioyy is the
directed graph with ctitious source and sink vertexes. sThiset of all pixels which have the same vertical coordinaje
is referred to as the graph cut algorithm in the computdihe intersection of a vertical video slice at locatiogiwith a
vision literature [17]. Reference [15] explains how thisnca3D video seam de nes a cun(&o; y; t(xo;y)) which forms a
be done in the context of video retargeting. Essentiallg, ttvertically-oriented 2D seam within the vertical video sliat
pixels in the video form the vertexes of a graph and theositionxo. As Xo ranges froml throughW, the vertical 2D
edge capacities and directions are determined by the ceeams formed by the intersection of consecutive verticB i
function and the topological constraints of a video searslices with the 3D video seam will be different in general.
The graph cut algorithm nds a minimum-cost video seartiowever, if the vertical 2D seams so formed are the same
with a computational cost which is typicaltyuadraticin the for all values ofxg, that is, t(x;y) does not depend o,
number of pixels in the video segment [15], i.e, proportiondhen the 3D video seam is essentially a vertically-orierBd
to (NWH )2. Although this is polynomial in the number ofseam within a vertical video slice extended horizontallyhivi
pixels, it is still prohibitive for typical video sizes. Toake the video segment. We call such a 3D video seawerical
the search more tractable, one approach is to take recouiiddon. A vertical ribbon is shown in Fig. 2.a.
to an approximate method as in [15]. Another approach isFormally, a vertical ribbon is a set of pixelx;y;t(y)),

to impose additional structure on a video seam to reduge= 1;:::;W,y = 1;:::;H, wheret(y) is a function of
the range of search possibilities. We take the latter ambrosonly y with rangel;:::; N, and the property thgt(y + 1)
by introducing the notion of horizontal and vertical riblsont(y)j 1forally=1;:::;(H 1).In an analogous manner

in the next subsection. This allows us to reuse the dynamie de ne a horizontal ribbon as a horizontally-orientedreea
programming algorithm for image seam carving to nd awithin a horizontal video slice extended vertically withiine
minimum-cost ribbon with a computational complexity whiclvideo segment. Formally, a horizontal ribbon is a set of Igixe
is proportional toN (W + H) (see Sec. IV-C for justi cation). (X;y;t(x)), x = 1;:::;W,y = 1;:::;H, wheret(x) is a

highly nonuniform and nonlinear downsampling operatiogt(x+1) t(x)j 1forallx=1;:::;(W 1). A horizontal
Every pixel in a condensed video, which is produced hybbon is shown in Fig. 2.b.
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Fig. 2. Schematic illustration of: (a) vertical ribbon, and (b) tzamtal ribbon.

C. Finding minimum-cost ribbons pixel with coordinateqi;y). Let C; (y) be the cost ot; (y).
In ribbon carving, we associate activity-aware costs witRi'C® S€ams are path-connected, ignoring image boundaries

ribbons and then nd the least-cost ribbon among the set gpch horizontal position there are three possible choices for
all horizontal and vertical ribbons to delete. L@&tbe a cost €Xtending the best paths up to heighto position(i;y + 1)
function which associates with each pixel having coordigat2t eight(y +1). The three choices are the paths,(y),

(x;y:t) a cost denoted bg(x: y:t). If R denotes a horizontal ti (¥), @ndti.; (y) with costsC; 4(y), C; (y), andC., (),
or vertical ribbon then the cost of the ribbon is given by ~ 'eSPectively. Clearly, the least-cost path among theseethr

X should be chosen to be extended to posit{gry + 1). If
C(R) = C(x;y;t): two or more paths have the same cost, then we can choose
(xyit )2R any of them. The cost of the extended-path is updated by

. . ding the cosC, (i;y +1) at position(i;y +1) to the cost
In other words, the cost of a ribbon is equal to the sum (zfthe path before extension. Initiallg; (1) = C,(i; 1). Upon
the costs of the individual pixels which make up the ”bbor?eaching the top of the imagg € H) the vertical path with

This additive structure of the ribbon cost function togethe, . |aast cost among the vertical paths at height will be a
with the spatio-temporal structure of a ribbon make it plolesi minimum-cost vertical seam. There is one addition openatio

to nd minimum-cost horizontal and vertical ribbons in 83nd two cost comparisons performed for each posifiop).

compu;na_t;)obnally ifm_znt v_vayl. we |I|(;Jstrate thte) proczdfu‘mr ence the computational cost of this dynamic programming
vertical ribbons. An | r(]an'qca p:ongure %an € used 10r- NG, ocedure is proportional td W . Similarly, the computational
Ing & minimum-cost horizontal ribbon. Once minimMum-Costy; 4 nding a minimum-cost vertical ribbon is proportial

horizontal and vertical ribbons have been found, whichev&g NH . Hence the total computational cost is of the order of

ribbon has smaller cost will be selected for deletion. N (W + H). Note that the computational cost in formirg
First, note that a vertical ribbon is completely determineﬁiom Cis o.f the order ofNWH .

by a vertical seam in a vertical video slice. In other words,

there is a one-to-one correspondence between verticalsseam .

on images which ardl pixels wide andH pixels tall and D- Cost functions

vertical video ribbons (see Fig. 2.a). LBt, = f(x;y;t(y)) : In video condensation, we would like to decrease the

of Ry is given by timings. The most signi cant events are those due to the
X motion of objects. Object motion expresses itself in thenfor

C(xy;t) of intensity and color changes at the resolution of an irttlied
(xyit)2Ry # pixel. Thus, a good pixel-level cost function should reljab
xXow indicate motion-related activity.

C(xy;t(y)) A crude indicator of such activity is the local intensity
y=1 x=1 gradient. Ifl 2, 1? and| denote local estimates of horizontal,
X vertical and temporal derivatives of intensityat (x; y;t), re-

G (t(y):y) spectively, one possible cost function is the length ofrinisy

y=1 gradient in space-time (3-D):

C(Rv)

oy .= Pw ety - q
whereCy(ty) := = .y COGy: 1) is @ 2D oSt funclion as- ¢y vty = (190xy;1)2 + (1906 y; )2 + (10 y; 1)
sociated with a vertical video slice. Thus, nding a minimum
cost vertical ribbon is equivalent to nding a minimum-cosEach derivative can be estimated, for example, by a 3-D

slice “image” which isN pixels wide andH pixels tall, and performs averaging along the remaining axes. This type sif co
where the per-pixel cost is given I, (t;y). A minimum-cost was proposed for video carving recently [16]. Note, howgver
vertical seam can now be found by the dynamic programmitigat due to the contribution of spatial derivatives thistcet
algorithm used for 2D image seam carving. The algorithime high not only in moving areas but also in textured still
is fairly intuitive and works as follows. Working from theareas (Fig. 3.b), thus potentially preventing carving tigio
bottom to the top of the image, for = 1;:::;N, and those areas. We will discuss this further in Sec. V.

which begins at the bottom of the image< 1) and ends at mitigated by considering only the temporal derivative. $hu
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(@) (b) (©) (d)

Fig. 3. (a) Original video frame from th8idewalksequence, and (b) continuous cost based on magnitude of Bvbdnce gradient( y t) as proposed
in [16], (c) continuous cost based on magnitude of temporaliamie derivative (Sec. IV-D), (d) binary cost based on &gt{imotion) labels resulting from
background subtraction [18].

we may consider a cost function based on its magnitude: the vicinity of the seam are typically altered and some local
ey O N distortion is introduced. Recomputing the intensity gesds
Clxy:t) = Jlixy:t)j: after each seam removal is in keeping with the philosophty tha
As shown in Fig. 3.c, a high cost is present only in the area 8ficcessive seam removals should introduce the least amount
the moving pedestrian. Note, however, that this cost doés & distortion. In contrast, in video condensation the foeus
capture accurately the interior of the moving pedestriarly o on preserving all those pixels in the original video which
the boundaries are captured accurately. Thus, the low nostcprrespond to motion-related activity. This is a properfy o
the interior may encourage a ribbon to cut through a movirije original video. Each ribbon removal may introduce some
object potentially leading to distortions. spurious “activity” in the vicinity of a ribbon but these are
The above cost functions based on estimates of local intéitifacts of the condensation process. As such, they are not
sity gradients are similar in spirit (but not the same) tosto intrinsic to the original video and should not be erronegusl
used in [14] and [15]. However, they are not very reliabl@eclared active and preserved. Hence, motion-relatedlitcti
indicators of object motion because, at any given positiodfould not be recomputed on the condensed video as succes-
gradients can change over time without any object motidgive ribbons are removed but only determined once from the
due to a variety of reasons. This leads to signi cant spatié¥iginal video. Thus, in addition to providing a more reliab
temporal distortion in the condensed video (see Sec. V)eMdndicator of motion-related activity than a gradient-bhsest
robust indicators of motion-related activity at the pixel¢l function, a side-advantage of our cost function is that gslo
have been developed recently using background subtractit?t have to be recomputed after every ribbon deletion becaus
algorithms [18]-[21]. While the details vary, a typical backthe true motion-based activity is a property of the original
ground subtraction algorithm learns a statistical modgdriar  video that needs to be preserved in the condensed video.
probability distribution) for the background intensitycaoolor
at a given position using samples at that location from joewi
frames. A binary decision, witB denoting background ant
denoting foreground (motion-related activity), is thendea In order to condense a given video segment by ribbon
using a likelihood ratio test based on the learned prior &ed tcarving, minimum-cost ribbons need to be removed one at
observed values. Often, this is combined with spatial prioa time until a user-de ned stopping criterion is met. One
to incorporate object connectivity constraints while nmaki possible choice for the stopping criterion is the target-con
background/foreground decisions. While background suobtradensation ratio. This is the approach used in [14] and [16] fo
tion algorithms work well if the camera and background arenage and video resizing respectively and in [16] for video
relatively static, the task is dif cult if the camera movessummarization. A drawback of such a criterion is that it is
or the background is animated (e.g., water surface). In owot adaptive to the irregular, bursty nature of scene dgtivi
experiments, we used a new background subtraction algoritand there is no obvious way to use such a criterion for
[18] incorporating spatial priors for foreground objecteat condensing an “endless” stream of video. In the context of
we have augmented with global motion compensation fwocessing endless video, the choices for a stopping icriter
account for camera jitter and with mean-variance correcti@re particularly unclear for intensity-based cost funesioFor
to compensate brightness uctuations resulting from carser activity-based cost functions, however, there are sevextairal
automatic gain/exposure control. This leads to a binarnt cashoices for a stopping criterion which is activity-adapti&nd
shown in Fig. 3.d. In case of an active camera undergoiladso allows for an automatic control of the condensatioiorat
signi cant pan, tilt, zoom, translation, etc., more advadc For instance, for the binary cost function based on backutou
motion detection methods would be required. subtraction, which we use, a possible stopping criteriotois
There is one important conceptual difference betweameck if the cost of a minimum-cost ribbon is strictly possti
the intensity-based cost functions used in [14]-[16] and &n other words, ribbons are deleted until it is no longer flass
activity-aware cost function that we are advocating here. to nd a minimum-cost ribbon which has exactly zero cost.
[14]-[16], when a seam is removed, the intensity gradiemts This will ensure that every pixel which has a positive cost,

E. Stopping criteria and ribbon exibility
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, O/Zm—»: PO S While larger values of allow higher condensation ratios
y : y ¢ ¢ * ° to be realized, this comes at the price of greater event
x’__/____ e o o e o o X X K X i
L 7 e o o ¢ o o o anachronism, i.e., the relative ordering of events in spaw

=0 time can become more distorted. However, we carefully
control the trade-offbetween condensation ratio and event

I zom] o o ol ... anachronism by tuning the ex parameter For example,
I y >5’/; e o o « « when =0, ribbon removal is the same as frame removal.
Y ,C/L__ﬁ-- . . o v+ Removing a frame does not change the relative timings of
¢ ! events. However, the ability to condense video in this manne

is limited. For the same stopping criterion, as we increase t
value of , the condensation ratio increases. However, after
a point the improvements in the condensation ratio become
marginal. A larger also increases the complexity but it is
still proportional toN(W + H). In our experiments (see
=2 Table | in Sec. V), we found that values of larger than
4 produce marginal improvements in the condensation ratio
when the stopping criterion insists on preserving all activ
pixels (pixels with positive cost). Fig. 5 shows minimumsto
horizontal ribbons of different degrees of exibility foanby
i.e., all pixels in moving objects, will be preserved in theur dynamic programming algorithm for a binary cost funotio
condensed video. If in some application it is not importamfased on the background subtraction algorithm in [18]. & th
to preserve every moving-object pixel but only a signi cantgure, pixels with cost one (active foreground) are shown in
fraction, other stopping criteria can be used. For instandsiue and correspond to moving objects. Moving objects trace
one could remove ribbons until the cumulative cost of alibject tunnels in the 3D space-time while ribbons cut throug
ribbons removed exceeds some user-de ned fraction of tBpace-time in-between these tunnels.
total number of foreground pixels in the segment of vide®.{i.
use a non-zero threshold). Using a non-zero threshold can al ) ) )
increase the method's robustness against noise in thetedte&: Processing “endless” video and the overall algorithm
activity that may arise from imperfect background subfagtt Up to now we described how to condense a given segment
video noise, and video coding (e.g., MPEG artifacts, mgsimf N video frames. When we have hours of video to condense,
blocks, etc.). In this paper, we present results for zerestwld it is impractical to load all the video frames simultanegusl
only, but it would be interesting to understand how to tun® overcome this dif culty, we adopt a sliding-window con-
this threshold to make the algorithm robust to these types @énsation procedure described below.
degradation. The key observation is that a horizontal ribbon with ex
For any stopping criterion, the extent to which a videparameter cannot span more thagW + 1) frames
segment can be condensed is limited by the structural pragmd a vertical ribbon with ex parameter cannot span more
erties of a ribbon. The one-pixel neighborhood connegtivithan ( H + 1) frames. Thus, a horizontal or vertical
requirement of a ribbon restricts the extent to which a ribbaibbon with ex parameter cannot span more thad :=
can ex around moving-object tunnels [22] (Fig. 5) in thel max(W;H) +1) frames. For a xed value of and a
3D space-time volume without cutting them. This restritis t stopping criterion, we begin with a segmentNfframes and
condensation ratio. To achieve higher, tunable, condemsatkeep removing the minimum-cost horizontal/vertical ribbo
ratios, we introduce the notion of an integer-valued ribbmn until the stopping criterion is met, i.e., there are no more
parameter which controls the maximum deviation or jumphorizontal or vertical ribbons of ex parameter which can
from connectivity. Formally, we de ne a vertical ribbon Wwien be removed without violating the stopping criterion for the

<
\=
p——
<
& )
3
f

Fig. 4. Schematic illustration of vertical ribbons with differenegtees of
exibility parametrized by the ex parameter.

ex parameter as a set of pixel§x;y;t(y)), x =1;:::;W, segment. LetN® be the number of frames left at the time
y =1;::::H, wheret(y) is a function of onlyy with range of stopping and let them be re-indexed &s::;N¢ with
1;:::;N, and the property thagt(y + 1)  t(y)j for smaller frame numbers coming “earlier” than larger frame
aly = 1;:::;(H 1). Similarly, a horizontal ribbon with numbers in the condensed time-scaleNIf®:= (N°® M )

ex parameter is a set of pixel{x;y;t(x)), x =1;:::;W, is strictly positive then we can save the “rstk °° frames
y=1;:::;H, wheret(x) is a function of onlyx with range in the block of N° frames as condensed video, push the
1;:::;N, and the property thgt(x +1)  t(x)j forall (N° N9 = M frames to the “front” of the block and
x = 1;::::(W 1). The parameter indicates the degreeread in(N  N°%+ N% = (N M ) new frames to the

of exibility of a ribbon with larger values corresponding@t “back” to create a new segment &f frames to condense.
greater exibility and less connectivity. If = 0 then the The reason we can save the”frames is because we know
ribbon coincides with a frame. Ribbons originally de ned inthat no ribbon which begins in this set of frames can reach
Sec. IV-B are included as a special case correspondinglteyond frame numbeN © and at the time of stopping there
= 1. Fig. 4 schematically illustrates vertical ribbons ofire no additional ribbons which can be removed from these
different degrees of exibility. N frames. IFN° 0 then we cannot save any frames and
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. - TABLE |
we only read ifN N new frames to the “back” to create EyxperiMENTAL SETUP AND VIDEO CONDENSATION RATIOS ATTAINED

a new segment dil video frames to be condensed. AlthoughrFor THE THREE SEQUENCES TESTED WITH NO DISTORTIOMMO MOVING

N can be any number larger thavi , for implementation PIXEL CARVED OUT).
ef ciency we useN =2M . Sequence Highway Overpass Sidewalk
We now describe our overall video condensation algorithm
. . . . ... Length 23,950 frames 23,950 frames 7,950 frames
based on deleting ribbons of increasing degrees of exibili zasolution 320 80 pixels 160 60 pixels 240 208 pixels
using the above sliding window procedure. We are givensliding window 640 frames 320 frames 480 frames

the following: 1) a video sequence with spatial dimensionsiength of condensed video sequence and cumulative coniensatio
W H, 2) an activity-aware cost functio@(x;y;t) which

8,114 2951 11,880 2.02:1 4,462 1.78:1

can be either precom_puted from the video or can _be _updated; 1 3186 7521 9174 2611 3519 2261
during the condensation process, 3) a stopping criteriod, a =2 3031 7.90:1 8609 2781 3445 2311
4) a maximum value of say max. Video condensation is ___=3 2970 8061 8331 2871 3431 2321

performed at multiple levels. We start the condensatiorh wit
= 0 (level zero) and remove all minimum-cost frames

until the stopping criterion is met. This generates a leb  First, we compare the ef cacy of the three costs discussed
condensed video with some frames removed so there is iRoSec. IV-D, namely those based on spatio-temporal gra-
event anachronism. Then, we increasby one and app|y the dients, temporal gradients, and activity labels. Since lin a
sliding window procedure described above with= 2M . our experiments we opted for the zero-activity-loss stogpi
This involves condensing a segmentfframes by removing Criterion (no single moving pixel removed), it is unclearath
minimum-cost ribbons of ex parameter one at a time Stopping criterion to use for the two gradient costs in order
until the stopping criterion is met, and updating the blo¢k dghat the comparison be fair. Therefore, we rst ran the attiv
frames by saving condensed frames and reading in new framf@st algorithm and found how many ribbons to remove for
This generates a level-one condensed video sequence.sThgdch exibility level. Then, we removed exactly this many
repeated through multiple levels of condensation untie  lowest-cost ribbons in each gradient-based algorithmaiGie

max - The condensation at multiple levels can be carried out§fis is the most favorable scenario for the gradient-based
parallel with suitable frame buffering and delays. Notattive condensation algorithms. Fig. 6 compares the results méxai
start with =0 and gradually increase it tonax SO that event using the three different costs. The frame condensed using
anachronism is kept to a minimum. Since from the level-zetbe spatio-temporal gradient cost (Fig. 6.a) exhibits istgnt
result no frames can be removed without violating the stogpi distortions; the body of the pedestrian is largely missifigis
criterion, any further condensation may potentially idwoe is due to the fact that the cost (1) is signi cant if either bét
event anachronism; we choose the next smallest value othree intensity derivatives (horizontal, vertical, or fgoral) is
available and proceed. The results in Table | of Sec. V shd@ge. Static background features exhibit high cost (Fig) 3
how much more condensation is possible after each level venting cuts through them. Incidentally, the pedessia
processing. This quanti es the “value” of higher degrees dficket has uniform intensity (low cost) thus inviting cuts.

exibility in terms of their contribution to the condensati. ~ This results in most of the pedestrian's body disappearing,
and also in a severe anachronism as parts of the pedestrian's

body appear twice in this frame (right-hand side). The frame
condensed using the temporal-gradient cost (Fig. 6.b)sfare

We have tested our video condensation algorithm on bgtter since static features have low cost (Fig. 3.c) and can
number of sequences captured by network cameras on Boddeneasily removed. This eliminates the severe anachronism
University campus. Here, we report results for three seqegn observed in Fig. 6.a, however, it does not prevent the stgpbi
Highway, Overpass and Sidewalk First, we applied back- €ffect (multiple appearances of a moving object in very €los
ground subtraction to each sequence in order to compute sitgcession). This effect is due to the fact that the temporal
activity map for each frame. We used an extension of tf@adient is incapable of assigning a high cost to the interfo
classical background subtraction algorithm of Elgametadl. @ uniform-intensity object (Fig. 3.c) thus permitting abdn
[20]. In addition to a non-parametric background probapili cut. The result based on activity cost (Fig. 6.c) is void of
distribution model (computed over 50 preceding frames}ny major distortions. This is due to the zero-activitysios
we used a non-parametric foreground model to improve ti§0pping criterion and label contiguity (Fig. 3.d); had d&h
method's discrimination sensitivity and a Markov prior nedd been more fragmented, a cut through the moving object would
to improve the spatial coherence of activity labels [18]r-Fuhave been possible. Clearly, a spatially-coherent, monéme
thermore, we have augmented this method with global moti@gcurate label eld is essential for successful ribbon tegv
compensation to account for camera jitter and with mean-In the remaining experiments, we have used only the activity
variance correction to compensate brightness uctuati@is cost and tolerated no loss of activity in the condensed video
sulting from the camera's automatic gain/exposure congol Table | gives details of the experimental setup and shows
typical activity map obtained by this method for tB&dewalk the cumulative condensation ratios attained at each lefvel o
sequence is shown in Fig. 3.d. Although far from perfect, itbbon exibility. First, note that condensation ratiosanhed
nevertheless accurately portrays dynamics occurring is tlare moderate due to the fact that no activity loss is perthitte
frame. unlike in prior methods [13]. Secondly, note that for theetr

V. EXPERIMENTAL RESULTS
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t =0 =1 =6

Fig. 5. Object tunnels (blue) and minimum-cost horizontal ribbond)i&f different degrees of exibility obtained from thdighway sequence: perspective
view (top) and top view (bottom).

@) (b) ()

Fig. 6. Sample frame from condensed video produced using: (a) caugcost based on magnitude of 3-D luminance gradient [16¢diinuous cost based
on magnitude of temporal luminance derivative, and (c) binast based on activity labels.

sequences tested, the relative gains diminish as the ribbi@re the condensation gain saturates around 2 but for
exibility increases. This was to be expected since the objevideos with many, fast-moving objects higher values ahay
tunnels are progressively pushed closer together leawing |be desirable. Finally, in all three sequences we have oéderv
and less free space in-between (Fig. 5). Compared to tiat horizontal ribbons are removed far more frequentlyntha
Overpassand Sidewalksequences, the condensation ratios fafertical ribbons. This is due to the fact that in all three
the Highway sequence are higher and the gains due to highegquences the object motion is predominantly horizontad th
degrees of ribbon exibility are more signi cant. This is socreating structural gaps horizontally between object @élsin
because there are longer periods of inactityd there is less (Fig. 5) that are exploited by horizontal ribbons. The cantr
variability in the motion because it is unidirectional anii awould be true had object motion been vertical.

the vehicles have very similar velocities. This createslyfai  Figs. 7-9 show the results of ribbon carving for the three
parallel, sparsely-spaced object tunnels. In @eerpassand tested sequences, respectively. In each gure, three Bame
Sidewalksequences, few frames are void of moving objectfom the original video sequence are shown, each with differ
and these objects have different, even opposite, velscifieis ent objects (cars, people), together with one frame from the
leaves little space for ribbons. In general, the best rarfge ebndensed video that includes all these objects. Note figat t
values of the ex parameter will depend on object velocities object order is maintained while no strobing or ghostingetf
relative to the frame rate as this determines the slope @obbjare introduced. In order to fully appreciate the perforneant
tunnels in the spatio-temporal volume. For videos preskenteur condensation algorithm, we invite the reader to view the
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condensed videos on our web page [23].

Original frame #12,852. Original frame #9,757.

Original frame #12,933.

Original frame #10,065.

Original frame #12,947.

Original frame #10,557.
Condensed frame #1,808.

Fig. 7. Result of ribbon carving with max = 2 for theHighwaysequence.

VI. CONCLUDING REMARKS

We have presented a novel approach to fast browsing
of surveillance video by bringing dynamic events widely
separated in time closer together through a “condensation” Condensed frame #4,445.
algorithm. Our algorithm is straightforward to implememtda
computationally ef cient, and yet produces natural-louki Fig. 8. Result of ribbon carving withmax = 2 for theOverpasssequence.
high- delity condensed video, both in terms of moving olijec
integrity and relative timing. Video condensation is antdimy  respecting the sampling gfid This model would add more
technology forapid identi cation and localization of dynamic exibility and potentially lead to more zero-cost ribbonsihg
scene contenta prelude to scene understanding in vidememoved. Considering just a few directional ribbons, iadtef
forensic applications where the relative timings of evears two ribbons considered now, would not dramatically inceeas
crucial. At one extreme operating point, it encompassep-adahe computation time. In a further generalization one could
tive frame skipping as a special case (for ribbon ex paramnetconsider the removal of video seams that ex both horizdytal
= 0), where relative timings of events are exactly preserveghd vertically (Sec. IV-A), by minimizing an activity-aware
but the realizable condensation ratio is limited. Thanksatocost. This could potentially improve the condensationorati
novel exible-ribbon model, higher condensation ratiosid® further, although at increased computational cost. Anriadte
realized, at the cost of greater event anachronism (whiaol c@ve to the use of more exible seam surfaces for improving th
however, be easily tracked and displayed by our algorithngondensation ratio would be to permit graceful loss of agtiv
by increasing the ribbon ex parameter. Our best-perfogninAll these are interesting directions for future research.
variant of video condensation is based on activity (mottmst
rather than intensity-gradient cost, and thus a reliabteai®n ACKNOWLEDGMENT
of motion labels, e.g., by means of background subtract&on,
paramount to the effectiveness of our approach.

Our ribbon carving is very effective for typical surveillea
video with multiple, similarly-moving objects (directioand
speed), but cannot condense scenes with multiple obje
moving at very different speeds and/or directions. In tlaiseg IMathematically, for a rational directiotm; n), wherem;n are integers,
one could consider directional ribbons (with rational diiens a directional ribbon would be a surface of the fofmy;t (mx + ny)).
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Original frame #582.

Original frame #1,495.

Original frame #1,690.

Condensed frame #300.

Fig. 9. Result of ribbon carving with max = 2 for theSidewalksequence.



