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ABSTRA CT

Network video cameras,inverted in the last decadeor so, permit today pervasive, wide-areavisual surveillance.
Howewer, due to the vast amourts of visual data that such camerasproduce human-operator monitoring is not
possible and automatic algorithms are needed. One monitoring task of particular interest is the detection of
suspiciousbehavior, i.e., identi cation of individuals or objects whose behavior diers from behavior usually
obsened. Many methods basedon object path analysis have beendeveloped to date (motion detection followed
by tracking and inferencing) but they are sensitive to motion detection and tracking errors and are alsocomputa-
tionally complex. We proposea new surveillance method capableof abnormal behavior detection without explicit
estimation of object paths. Our method is basedon a simple model of video dynamics. We proposeone practical
implemertation of this generalmodel via temporal aggregationof motion detection labels. Our method requires
little processingpower and memory, is robust to motion segmetmation errors, and general enoughto monitor
humans, cars or any other moving objects in uncluttered as well as highly-cluttered scenes. Furthermore, on
accourt of its simplicity, our method can provide performanceguararntees. It is alsorobust in harsh ervironments
(jittery cameras,rain/snow/fog).

Keyw ords: Surveillance, suspiciousbehavior, motion detection, badkground subtraction

1. INTR ODUCTION

Pervasive, wide-area visual surveillance, unthink able even 10 years ago, is a reality today due to the invention
of network video camera. Relatively inexpensive, sud a camerahas been made possibleby recert advancesin
the integration of sensing,compressionand communication hardware. Easily deployed and remotely managed,
network camerascan generate round-the-clock visual data (both during daytime and at night, when infrared
Iter is disabled). Such real-time data is widely exploited today in restricted-area accesscortrol, vehicle and
pedestriantra c analysis, gait recognition, detection of unattended luggage,etc. However, the vast amount of
data produced by eath camera makes monitoring by human operators unfeasiblein practice, due to high cost
and reliability issues(boredom and fatigue factors). Therefore, the dewvelopmert of automatic algorithms for
ead task at hand is of interest, with the goal of aiding human operators (by identifying relevant data segmeis)
and, eventually, replacing them.*

One task of interest in surveillance applications is changedetection (and, related, motion detection), i.e., au-
tomatic segmemation of a video sequencento static and changed(e.g., moving) areas. Numerouschange/motion
detection algorithms have beendevisedto date,? from xed- and adaptive-threshold hypothesistesting,® through
badkground subtraction,*® to MRF7 and level-set inspired methods®° Among the very many change/motion
detection techniques proposedto date most assumestatic cameraand motionless badkground, although excep-
tions exist.0

By de nition, change/motion detection algorithms attempt to detect each moving object in a scene.Although
this may be desirablein someapplications, e.g., car courting, it may not be appropriate for certain higher-level
applications, suc as detection of speed-limit violations on a highway. In such cases,rather than searding for
intensity/color changesin time, one seardhesfor \b ehavior" changesin time.

A task of this kind that recertly gained prominencein surveillance and homeland security applications is
anomalous behavior detection, i.e., identi cation of individuals or objects whosebehavior di ers from behavior
typically obsened. As discussedin a review paper by Hu et al.,** many surveillance methods are basedon a
general pipeline-basedframework; moving objects are rst detectedin a motion detection step, then they are
classi ed and tracked over a certain number of frames, and, nally , the resulting paths are usedto distinguish



\normal" objects from \abnormal" ones(path dierent from paths of most objects). In general,these methods
contain a training phaseduring which a probabilistic model is built using paths followed by \normal" objects.
We review many such methods in the next section.

In this contribution, we proposea new surveillance method capable of abnormal behavior detection without
explicit estimation of object paths. Our method is basedon a statistical model of video dynamics. We propose
one practical implementation of this general model via temporal aggregation of motion detection labels. Its
advantage over path-based methods is that it requires little processingpower and memory, and is robust to
motion segmemation errors. Our approad is general enoughto monitor humans, cars or any other moving
objects in uncluttered aswell as highly-cluttered scenes.

The approach proposed here makes three cortributions. First, the modeling of temporal behavior and its
use in visual anomaly detection by means of behavior subtraction are both novel. Secondly our solution to
this problem is e cient and robust While path-based schemesrequire many stagesof processingranging from
low-level detection to high-level inferencing, and can often result in dramatic failure due to multiple stagesof
processing(imprecise motion eld, tracking error), our algorithms typically require only low-level processingand
can be e cien tly implemented in real-time. They are also robust against harsh ervironments suc as jittery
cameraswith unknown calibration, highly cluttered scenes,rain/snow/fog. Furthermore, on accourt of our
method's simplicity we can provide performance guarantees for our algorithms. Thirdly , the proposedapproac
is geneal, i.e., it appliesto any moving object (car, truck, person), groups of objects, merging and/or splitting
objects.

2. RECENT DEVELOPMENTS IN ANOMAL Y DETECTION

One approadc to abnormal behavior detection is to explicitly model typesof suspiciousactivity oneis interested
in, or, alternativ ely, to model typesof activity that is considerednormal and then detect everything that doesnot

t this model. The former approad is a typical caseof classi cation. Unfortunately, this approad requiresthat

every kind of suspiciousbehavior be known a priori . This may be feasiblefor a simple surveillance task, sud

as detecting motion in a restricted area? detecting peoplecarrying case$? or detecting abandonedobjects.3{16

Howewer, beyond such speci ¢ applications, classi cation is hardly the right choice for more general suspicious
behavior detection becausesurveillancesystemscannot train onlong suspiciousvideo sequencesinceabnormality
occurs infrequertly by its very nature.

A successfulalternative to classi cation has been machine learning that automatically models \normalit y"
basedon a referencevideo sequence.Basically, the learning servesas a behavior summarization step. Then, any
monitored activity di erent from the normal patterns learned during the training phaseis labeled as suspicious.
Numerous such methods apply learning to two-dimensional motion paths resulting from tracking objects or
people!’ 17120 Typically, two stepsare performed. In the rst step, a large number of \normal" individuals or
objects are tracked over time. The resulting paths are then summarized by a set of motion trajectories, often
translated into a symbolic represenation of the badkground activity. In the secondstep, new paths are extracted
from an obsened sequenceand comparedto those computed in the training phase.

One common approach to capturing badkground activity is through a graphical state-basedrepreseration
sudh as hidden Markov models or Bayesiannetworks.!!: 1721 Methods using graphical represeration have been
used to recognize speci ¢ moving objects,?? human gestures?® interaction between two individuals,?* more
generalsingle-track activity,?® trac patterns?® or simply to help track moving objects more robustly.?® Unfor-
tunately, sincethesemethods include a classi cation step, it isn't always clear how to adapt them to abnormality
detection in real-life scenarios.

Other graphical path-based methods aim explicitly at detecting suspiciousbehavior. The work by Johnson
and Hogg?’ to the best of our knowledge, was the rst method to construct a probability density function of
human tra jectories. The method beginshy vector-quartizing tracks and clustering the result into a predetermined
number of PDFs using a neural network. Using the training data, the method predicts tra jectory of a pedestrian
and decidesif it is suspicious. This approach has beenlater improved by simplifying the training, 2 embedding
it into a hierarchical structure basedon co-occurrencestatistics,?® and adding a topological represeration. 3° In
all these approades,the anomaly detection aswell as behavior prediction are performed spatio-temporally.



Although there are advantagesto using paths as motion features, there are clear disadvantagesaswell. First,
tracking is a di cult task, especially in real time. Sincethe anomaly detection is directly related to the quality
of tracking, a tracking error will inevitably bias the detection step. Secondly since ead individual or object
monitored is related to a single path, it is hard to deal with people occluding eat other. For this reason,
path-based methods aren't well suited to highly-cluttered environments.

Recerly, a number of surveillance methods that do not use tracking have been proposed. Some of these
methods summarize the dynamic cortent of a scenein a 2D structure. For example, in the method proposed
by Xiang et al.3! moving objects (blobs) are represerted by their position, size, temporal gradient and the so-
called \pixel history change" (PHC) imagethat accumulates temporal intensity di erences. During the training
phase, an EM-based algorithm is usedto cluster the moving blobs, while at runtime ead moving objects is
compared to the pre-calculated clusters. The outlying objects are labeled as suspicious. Another method,
proposedby Bobick and Davis,*? recognizeshuman movemert. A seriesof human movemerts is summarized by
2D temporal templates, and the recognition is performed by matching those temporal templates with momert-
basedfeatures. Oh et al.3*>3* have also proposedto summarize dynamic cortent in a video sequencethrough a
lower-dimensionality structure. Their method rst divides a training sequencanto temporal segmeits and then
characterizesead segmen by certain motion characteristics (e.g., no motion activity, medium maotion activity,
high motion activity). These motion characteristics are then used to cluster every segmen using k-means
algorithm. At runtime, obsened video segmets are compared to the pre-estimated clusters; if the obsened
segmen correspondsto a cluster then it is normal, otherwiseit is anomalous.

A dierent approad, using spatio-temporal intensity correlation to recognize motion, has been proposed
by Sheditman and Irani.®® A spatio-temporal segmen (a short video clip) is correlated with a longer video
sequence. This results in the so-called\b ehavior correlation volume". A peak in this volume corresponds
to location where a good match with the segmen exists. Unfortunately, since this method can accurately
detect known behavior only, it is unclear how it can be modi ed to detect unexpected behavior. Boiman and
Irani 38 proposedto usestatistical spatio-temporal correlation to build an obsened sequencdrom spatio-temporal
segmets extracted from a training sequence.n this analysis-by-synthesis method, only regionsthat can be built
from large corntiguous chunks of training data are considerednormal.

Finally, Ng and Gong®’ have deweloped a model for temporal characteristics of intensity changesat eath
pixel. A Gaussianmixture is usedto model long-term activity while short-term changesare modeled using a
pixel energy function. Zhong et al.®® slice a video sequencento segmets of equal length and model eac with
spatial motion histograms. These histograms are then clustered into prototypes. At runtime, prototypes are
comparedto establish correspondenceusing co-occurrence matrices. Using a graphical structure, isolated (yet
suspicious)video segmets can be located.

As mertioned in the introduction, our method doesnot usetracking. Similarly to the methods proposedby
Xiang et al.,3! Bobick and Davis®? and Oh et al.,33 34 our approach summarizesthe dynamic content of a video
sequencein a low-dimensionality structure during the training phase. This structure, that we call a behavior
image, is derived from basic motion featuresthat can be computed by simple change/motion detection, such as
badkground subtraction. A typical behavior image captures motion activity presen in the training sequence.
As opposedto the approac proposedby Oh et al.,3®34 we do not divide the input sequenceinto segmers
but considerthe complete sequenceanstead. Also, as opposedto the approac proposedby Xiang et al.,3' our
method works at pixel level and doesnot de ne blobs explicitly .

3. FORMULA TION OF THE PR OBLEM

Most of the time, the goal of a video surveillance system is to detect unusual behavior, e.g., motor accidert,
vehicle breakdown, restricted areaintrusion, walking away from a suitcase. Thus, the starting point should be a
de nition of usual behavior. Similarly to a number of methods proposedto date, we considera video sequencedo
exhibit normal behavior if its dynamic content has already beenobsened in a training sequence.Consequetily,
an abnormal video sequencds one whosedynamic content has not beenobsened in the training sequence.

Consider P(x; ) to be a training video sequenceexhibiting normal activity and | (x;t) to be an obsened
video sequencewhich may corntain unusual behavior. We assumethat both sequencesre spatially sampledon
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Figure 1. One video frame, its motion label eld (obtained using simple background subtraction), and a series of 0's
(static) and 1's (moving) observed at one pixel.

2-D lattice , i.e., x is a pixel location sud that x 2 R2. Although an extensionto dierent lattices for
| and Pis straightforward, today almost all camerasuse orthogonally-sampled sensors. Howewver, we assume
that the two sequencesnay be di erently sampledtemporally, dueto di erent frame rates at which the cameras
operate:t=k twithk2Zand =1 with|2 Z,where tand are the sampling periods of the obsened
and training sequencesrespectively. This framework can also accommalate frame losses,e.g., due to network
congestion,but in this paper we assumeno sud lossesoccur. Note that we deliberately usea di erent symbol
for time in the training and obsened sequencesince,in general,they are captured at di erent times. We could
have used the same symbol and explicitly identied dierent time intervals for eadh sequencebut this would
lead to a cumbersomenotation. Finally, let X be an abnormality label eld that we seekto estimate vis-a-vis
the obsened sequencd (¢ t); X (¥;t) is 0 for normal and 1 for abnormal behavior at position x and time t.

As we stated earlier, we believe normality/abnormalit y of a video sequenceshould be judged based on
its dynamic content. Howewer, how to quartify sud content? A sequence'sdynamic cortent is related to
luminance/color changesover time that are, in turn, induced either by motion in the obserned 3-D sceneor
changing light output from a light sourcein the scene(e.g., blinking light). Although the latter casemay be of
interest occasionally we believe that in the majority of casesit is the obsened motion (of individuals or objects)
that needsto be scrutinized for abnormalities.

Among the simplest, but meaningful, motion attributes is the presence/absenceof motion. This attribute
can be computed by means of motion detection; the resulting labels take, for example, value of 1 if a pixel
belongsto a moving object, and 0 otherwise. Many motion detection techniqueshave beendevisedto date, from
xed- and adaptive-threshold hypothesistesting,®3° through methods basedon Markov random eld models,’
to methods basedon level sets®° Alternativ ely, change detection methods can be applied, suc as badkground
subtraction.*® Dueto its very nature, background subtraction captureslonger-term dynamicsin avideo sequence
(how far it reachesbadk dependson the particular algorithm used)whereasa typical motion detection captures
shorter-term dynamics (as short as betweenconsecutive frames). Which technique is more appropriate depends
on the application ernvisaged.

Sincein abnormality detection one is interested in longer-term, rather than frame-to-frame, changes,bad-
ground subtraction is a suitable, and yet simple, method to detect the presenceof motion and also longer-term
changes. Let E’(x; ) and L(*;t) be sequenceof motion (change) detection labels computed from the training
sequenceﬁ(x; ) and | (¥; t), respectively.

Each motion label sequenceortains atemporal seriesof zerosand onesat ead spatial location %. Fig.1 shows
an example of motion label eld and a temporal binary sequenceobtained by simple background subtraction
basedon median Itering a group of frames. Each such binary sequenceembodiesthe amount of activit y occurring
at a given pixel location during a certain period of time. For instance, a pixel whosezero-onesequencecontains
many 1's is located in a relatively \busy" (time-wise) area, whereasa pixel assaiated with many O's is located
in a relatively \static" area.



Training frame : / Background behavior image : B Observed frame : / Observed behavior image : v

Figure 2. Video frame from training sequenceb and corresponding background behavior image B, as well as video frame
from obsered sequencel and corresponding observed behavior image v. Brighter pixels denote higher motion activit y.
Note a large amplitude in the observed behavior image v at tramway location, and a low amplitude in the samearea in
the background behavior image B.

3.1 Behavior image

A direct comparisonof motion label sequences (x;t) and D(x; ) in order to extract abnormalities is not feasible
since at least the obsened sequenceis of in nite length (streaming video). Although one could compare a
segmen from L (x; t) with all segmeits of Q(X; ), this would be computationally complexand memory intensive.
Therefore, we proposeto perform dimensionality reduction by capturing all dynamics of the training sequence
p(x; ) in a single 2-D eld.

Many approades can be envisagedto such a dimensionality reduction (some have been proposedby Oh et
al.,%334 and by Bobick and Davis®?). One example, that we pursue here, is to considera seriesof obsenations
at spatial location x abnormal if it contains an unusualy high amount of activity. Then, a single 2-D eld
should capture the maximum amount of activity at eat x. This can be accomplishedby nding the maximum
\busyness" (number of time instants with motion label 1) over all temporal windows of size W in the training
sequence@(x; ) as follows:

2 3

X
B(x) = max4 bexj )5; 1)
Kok we

whereW k M and M is the training sequencdength. Sincethe 2-D eld B (x) capturesthe peakactivity of
training sequencel(x; ), we call it the backgound behavior image As shown in Fig. 2, the B image succinctly
synthesizesthe ongoing activity in a training sequence. It implicitly includes the paths followed by moving
objects as well asthe amount of activity registeredat every point in the training sequence.

3.2 Behavior comparison

Now, that we have learned the maximum activity in a training sequence,any W-frame binary seriesin the
obsened motion sequenced. (%;t) canbe consideredabnormal if its activity is higher than that in the badkground
behavior image B. Thus, we de ne the observe behavior image as follows:

X< .
v(x) = L(xj 1), 2
ji=k W+1

whereW k N and N is the obsened sequencdength. Clearly, v(x) captures the total amount of activity
obsened during the last W frames of the obsened sequencd (x;t). An example of the obsened behavior image
v is shawn in Fig.2. Note that high-brightness (high-activit y) pixels occur only in areasof signi cant motion
presencein the precedingW frames.

Oncethe behavior imagesB and v have beencomputed, a distance measuremust be establishedto evaluate
whether these 2-D elds are closeto ead other or not. Clearly, such a measureshould be zero if the amourt
of activity in the obsened behavior image v(x) is lower comparedto the amourt of activity in the badkground



behavior image B (%), should be small if it is slightly higher, and large if it is signi cantly higher. One simple
possibility for such a distance function is:

D(x) = bv(x) B (x)co; ®3)

where bacy is a \negativ es-to-zero" operator, i.e., bacy is 0 if a < 0 and a otherwise. With the above distance
measure,abnormal behavior detection canbeimplemented, similarly to badground subtraction, by thresholding:

1 D> ;

X(x1)= 0 otherwise.

(4)

Clearly, in this caseabnormal behavior detection simpli es to subtraction of image v, cortaining a snapshot
of activity just prior to t, from the badkground image B, cortaining an aggregateof long-term activity in the
training sequencefollowed by non-linearity and thresholding. This explains the name behavior subtraction that
we gave to this method.

3.3 Generalizations

One should note that equations (1{4) describe only one possibleformulation of badkground subtraction. These
steps can be generalizedby taking a statistical perspective. In statistical setting, a temporal window of length
W can be thought of asthe typical time-scale of the dynamic eld process. Statistically this amourts to the
assumption that the processrepeats itself after eac sud interval. Features basedon ead interval of length
W can then be estimated. An empirical distribution of these features cornvergesto the probability distribution

over the feature spaceunder suitable assumptions. Dierent testing procedurescan then be usedto detect
abnormalities basedon the signi cance of the obsened featureswith respect to learned probability distribution.

Although we have used maximum intensity value as a measureof signi cance, other measuressuc as interval
testing basedon quartiles can also be readily implemented. Measuresbasedon quartiles may help in improving
robustnessto outliers.

4. IMPLEMENT ATION

We have implemented our behavior subtraction in two phases:training phaseand detection phase. As shown
below in Algorithm 1 pseudo-cale, basedon a training video sequencep, a pre-computed badkground image b
and two parameters (temporal window width W and threshold ), the training phase estimates the behavior
badkground image B. Sincethis procedureis very simple, training can be donein real time.

Algorithm 1 Training algorithm

Input: M -frame training video sequenceb, badkground image
b, temporal window width W, threshold
Output: behavior badkground image B

Initialization

1: for j = 1to M do
22 BCegj ) jPesi ) (x>
3: end for
4: B> O
Training

for k= W to M do P

B(x) MAX[B(X); Ly wa ROGT )]
. end for
: return B




Then, as shown in Algorithm 2 pseudo-cale, basedon the behavior background image B computed in the
training phase, an obsened video sequencel and two parameters (temporal window width W and threshold
), the detection phaseestimatesthe obsened behavior image v, subtracts B from v, applies non-linearity and
thresholds the result. Note that in both phases,the motion label elds L(%;t) and Q(X; ) are estimated by
meansof simple background subtraction. Speedand simplicity are the reasonswhich motivated our choice for
such a changedetection approach. However, other approacdhes may work equally well.

Although in the pseudo-cale for both algorithms the initialization stagehasbeenseparatedfrom the training
and detection stages,in order to reducethe processingtime aswell asthe amournt of memory usedthese stages
can be mergedtogether.

Algorithm 2 Detection algorithm
Input:  behavior badckground image B, N-frame video se-
guencel , temporal window width W and threshold
Output: abnormality sequenceX

Initialization
1: for j =1to N do

22 LOs) ) Jles) t) b(x)j>
3: end for

Detection
4: for k=W g N do
. k .
51 V(%) =k wa LOET D)
6: X0k t)  bv(x) B(¥)co >
7: end for
8: return X

5. EXPERIMENT AL RESUL TS

We have tested the proposedbehavior subtraction on video sequencesaptured by a network of video cameras
(Information Systemsand Scienes Visual SensorNetwork) deployed on Boston University's Charles River Cam-
pus. Numerous sequence®f varying lengths were rst captured and stored on a local sener, and then processed
o -line by the proposedmethod.

The results shawn in Figs. 3, 4, and 5 have beenobtained with approximately 2000training frames. In eadh
case,we usedW = 100, = 20,and = 30. We computed the badkground image using a temporal median
lter asfollows: b(x) = Med(P(x, ); P10 ):Pe¢20 ):ianbPoeM ).

As is clear from Figs. 3 and 4, the proposedmethod is robust with respect to inaccuraciesin motion label
sequenced. (x;t) and Q(x; ). Even if moving objects are not precisely detected in L(;t) and E’(x; ), the
resulting abnormality label eld X is surprisingly precise. This is especially striking in Fig. 3 where a highly-
cluttered ervironment results in high density of motion labels while camerajitter (due to structural vibrations
of a building transferred to the camera) results in high false-detectionrate. Despite these di culties the nal
result of abnormality detection is surprisingly accurate with very few false positives and misses. Although the
highway sequencefrom Fig. 4 haslittle clutter, false positivesfrom motion detection have little impact on the
abnormality detection result.

Also, since motion label elds are generic and capture all changesin a scene,they equally apply to all
moving objects, whether cars, birds or pedestrians. No modelsfor di erent classesof objects are needed. This is
e ectiv ely illustrated by examplefrom Fig. 4 wherea train and an unexpected pedestrian have beendetected by
the samealgorithm. The generality of our approac is further evidencedin the examplefrom Fig. 5 which shows
water surfacewith waves. In this example, rocks are thrown into the pond inducing wavesand thus resulting in
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Figure 3. Behavior subtraction results for data captured by stationary, although vibrating, network PTZ camera on BU
campus. This is a highly-cluttered intersection of two streets with interstate highway passing underneath. Although the
jitter induces numerous false positives in dynamics elds L and b, only the tramway is detected; the rest of the scene
being is consideredto have normal dynamics.

the detection of high motion activity. The resulting motion label elds capture both wind-induced waves and
rock-induced ones, howewer the behavior subtraction algorithm ignoresthe wind-induced waves presert in the
training sequencewithout any explicit wave models.

This generic nature of the proposed approach is very appealing since it can be usedin a wide range of
applications without signi cant modi cations. This is unlike many algorithms developed to-date that are tailored
to a speci c task at hand.

6. CONCLUSIONS

We proposeda new surveillance method capable of abnormal behavior detection without explicitly estimating
object paths or otherwise modeling the ewerts of interest. Although our method operates on motion labels
computed using either a motion or change detection algorithm, it can be easily extendedto other elds, sudc as
velocity, speed, direction, or acceleration elds, ° thus resulting in a richer data set.

Based on a simple model of suspiciousbehavior (unusually high motion activity), our method comparesan
obsened sequenceof motion labels with a training sequenceof suc labels that represerts normal behavior.
This comparison involves dimensionality reduction of the training data by computing a behavior backgiound
image thus leading to low memory requiremerts and computational e ciency . A dierent, although related,
dimensionality reduction is applied to the obsened motion labels to produce an observel behavior image A
simple di erence betweenthe two behavior imagesfollowed by non-linearity and thresholding producesrobust
and accurate abnormality labels.

The proposedbehavior subtraction framework has numerous advantages. First, it is very simple and can
be easily implemented even by a relative novice in this eld. As already mentioned, it is memory-e cien t,
and computationally-inexp ensive, as well asrobust to motion detection errors, sceneclutter and camerajitter.
Finally, sinceour method is generic,it equally appliesto all kinds of behavior including cars, pedestrians,trains,
and even waves on water.

In the future, we plan to adapt our method soit cansolve three fundamenrtal problems. First, the next version
of our method should allow camera networking, i.e., permit inter-camera collaboration to mutually reinforce
decision making. It is expected that using multiple camerasjointly will improve robustnessand reduce the
rate of false positives. Secondly our method currently can processewideo sequencegortaining a few thousand



Figure 4. Behavior subtraction results for data captured by stationary, xed-zo om network camera on BU campus. This
is an uncluttered stretch of interstate highway with fast-moving vehicles and fragment of overpasswith slowly-moving
pedestrians. Although moving vehiclesare properly captured by dynamics elds L and b, only abnormalities are detected
by the detection phase (train and pedestrian)

frames. In order to be usefulin practice our behavior subtraction should be capableof analyzing streaming video,
i.e., hours, days, weeksof video. In this scenario,the badkground behavior image needsto adapt to badkground
activity changesand perhaps be implemented over a hierarchy of resolutions. Finally, we wish to adapt our
method to sequencescontaining unpredictable behaviors such as birds ying in the sky or trees shaken by a
strong chaotic wind. To do so, the B and v imageswill have to be modi ed into more global represenations of
the scene.Sud represenations still needto be de ned.
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